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Abstract. The field of Content-Based Visual Information Retrieval (CBVIR) has experienced tremendous growth
in the recent years and many research groups are currently working on solutions to the problem of finding a desired
image or video clip in a huge archive without resorting to metadata. This paper describes the ongoing development
of a CBVIR system for image search and retrieval with relevance feedback capabilities. It supports browsing, queryby-example, and two different relevance feedback modes that allow users to refine their queries by indicating which
images are good or bad at each iteration.
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1.

Introduction

The amount of visual information available in digital format has grown exponentially in
recent years. Gigabytes of new images and video clips are generated and stored everyday,
building up a huge, distributed, mostly unstructured repository of multimedia information,
much of which can be accessed through the Internet.
Digitization, compression, and archival of visual information have become popular, inexpensive and straightforward, and there is a broad range of available hardware and software
to support these tasks. Searching for and retrieving particular images in a way that is both
effective and efficient remains an open problem for which there is no satisfactory solution
available at a commercial level.
There are basically three ways of retrieving previously stored visual information:
1. Free browsing: users browse through a collection of images and video files, and stop
when they find the desired information.
2. Text-based retrieval: textual information (metadata) is added to the image or video files
during the cataloguing stage. In the retrieval phase, this additional information is used
to guide conventional, text-based, query and search engines to find the desired data.
3. Content-based retrieval: users search the multimedia repository providing information
about the actual contents of the image or video clip. A content-based search engine
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translates this information in some way as to query the database and retrieve the candidates that are more likely to satisfy the users’ requests.
The first two methods have serious limitations and scalability problems. Free browsing
is only acceptable for the occasional user and cannot be extended to users who frequently
need to retrieve specific multimedia information for professional applications. It is a tedious,
inefficient, and time-consuming process and it becomes completely impractical for large
databases. The success of text-based retrieval systems, on the other hand, is limited to the
quality of the metadata produced during the cataloguing process, which can very often be
incomplete, inaccurate, biased by the user’s knowledge, ambiguous, or a combination of
these.
In order to overcome the inefficiencies and limitations of text-based retrieval of previously
annotated visual data, many researchers, mostly from the Image Processing and Computer
Vision community, started to investigate possible ways of retrieving visual information
based solely on its contents. In other words, instead of being manually annotated using
keywords, images and video clips would be indexed by their own visual content, such as
color, texture, objects’ shape and movement, among others. Research in the field of ContentBased Visual Information Retrieval (CBVIR) started in the early 1990’s [45] and is likely
to continue during the first decade of the 21st century. Many research groups in leading
universities, research institutes, and companies ([5–7, 10–12, 23, 27, 31, 32, 35, 37–40,
42, 44, 50, 53, 56], among many others) are actively working towards the ultimate goal
of enabling users to retrieve the desired image or video clip among massive amounts of
visual data in a fast, efficient, semantically meaningful, friendly, and location-independent
manner.
Despite the progress accomplished so far, there are still many open research issues to be
solved—some of which are mentioned in Section 2—before CBVIR systems reach their
maturity and can be widely used. The amount and nature of these open problems, together
with the vast potential market for future successful products in this area, have been the
major driving forces that motivated the work described in this paper.
The remainder of this paper is organized as follows. In Section 2, we present some of
the open problems, research questions, and relevant issues behind the design of a CBVIR
system. Several existing CBVIR systems, both commercial and research, are surveyed in
Section 3. Section 4 describes the main aspects of MUSE, a CBVIR system developed by
the authors. Finally, Section 5 contains some concluding remarks.
2.

CBVIR systems: open problems, research questions, and design issues

The design of CBVIR systems brings up many interesting problems and challenges, some
of which are summarized in [17, 18, 36, 43]. Much of the ongoing research in this field has
been concentrating on one or more of the following avenues:
1. Automatization of the cataloguing process in a way as to include semantic interpretation
of the contents being catalogued.
2. Building effective database models and indexing structures for multimedia data.
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3. Use of relevance feedback strategies to foster learning of user’s preferences, biases,
needs, and goals.
4. Standardization of metadata descriptors and description schemes.
5. Minimization of the semantic gap between the low-level features that are automatically
extracted from the visual contents of an image and the human interpretation of such
contents.
6. Design of user interfaces that allow the specification of more expressive queries and easy
integration with other functions such as browsing and editing.
7. Deeper understanding of the mechanism through which human beings perceive visual
similarity between images.
While designing a CBVIR system, several important questions come up, some of which
are summarized next.
– Which features should be used and how should they be represented?
The feature extraction stage is a critical piece of the puzzle. Even though good feature
extraction algorithms alone do not guarantee the overall success of a CBVIR system,
no system will exhibit a good performance if its knowledge about the images’ low-level
contents is less than the minimum required to establish the notion of visual similarity
between images. Most systems will extract and encode color and texture information.
Some systems might also extract frequency-related information, e.g., using mathematical
transforms. Specific applications might call for specialized features and algorithms such
as face detection. Information about the extracted features is typically organized into
feature vectors. The distance between images’ feature vectors is typically used to express
(dis)similarity between images—the larger the distance the smaller the similarity.
– Which measure of dissimilarity should be used?
The most widely adopted similarity model is metric and assumes that human similarity
perception can be approximated by measuring the (typically Euclidean) distance between
feature vectors. Many psychological studies have indicated that such a model is not close
to the human judgment of similarity [18]. Despite that, the use of non-Euclidean similarity
measures has not yet been deeply explored [45] and research is under way to find better
similarity models.
– Which types of queries should be supported?
Deciding upon which query options to support requires a trade-off between users’ needs
and preferences and the complexity of implementation behind each mode. Supporting
text-based search, for instance, will call for extra effort annotating images as they are
entered into the database while supporting query-by-example (QBE) operations will
require more sophisticated measurements of image similarity.
The most commonly used query options are:
• Interactive browsing: convenient to leisure users who may not have specific ideas about
the images or video clips they are searching for. Clustering techniques can be used to
organize visually similar images into groups and minimize the number of undesired
images shown to the user.
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• Navigation with customized categories: leisure users often find it very convenient to
navigate through a subject hierarchy to get to the target subject and then browse or
search that limited subset of images. The combination of navigation with customized
categories followed by content-based search (within a category) has been proposed
by several researchers ([8], for instance) who claim it can be the most effective mode
of operation: in this case, by the time the user performs a visual query, the subset
of images has already been restricted to a particular category, which improves speed
(less images need to be considered) and adds semantic knowledge about the query (the
category and its parents in the hierarchy tree tell which subject the user is interested in).
• Query by X [9], where ‘X’ can be:
• an image example: several systems allow the user to specify an image (virtually
anywhere in the Internet) as an example and search for the images that are most
similar to it, presented in decreasing order of similarity score. It is probably the
most classical paradigm of image search. Many techniques have been developed
over the past years to measure similarity between the example image (template) and
the target images, but these techniques still have disadvantages such as sensitivity
to noise and imaging conditions, and the need of a suitable example image.
• a visual sketch: some systems provide users with tools that allow drawing visual
sketches of the image or video clip they have in mind. Users are also allowed
to specify different weights for different features, which is implicitly subjective.
Developers of one of these systems (VisualSEEk [52]) have observed, however, that
“users are usually much less enthusiastic about this query method than others when
the query interface is complex” [8].
• specification of visual features: direct specification of visual features (e.g., color,
texture, shape, and motion properties) is possible in some systems and might appeal
to more technical users.
• a keyword or complete text: some VIR systems rely on keywords entered by the user
and search for visual information that has been previously annotated using that (set
of) keyword(s).
• a semantic class: where users specify (or navigate until they reach) a category in a
preexisting subject hierarchy.
– How can the system know which features to use or give preference to in a particular
query?
Knowing which (set of) feature(s) to take into account and assigning a particular weight
to each as a way of indicating its importance is not an easy task if the CBVIR system
works with an unconstrained repository of images. What is very important in one query
might be completely irrelevant in the next. Two possible ways of dealing with this issue
are:
(a) let the user explicitly indicate which features are important before submitting the
query;
(b) use machine learning techniques to understand the importance of each (set of) feature(s) based on the users’ interactions and relevance feedback.
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The former approach is used by QBIC [3, 21, 39], while the latter is employed in MARS
[41, 46–50].
– How to evaluate the quality of the results?
Benchmarking visual information retrieval solutions is an open problem and the research
community is still debating on how to come up with a suite of images, a set of queries,
and evaluation criteria for that purpose [33]. While a standardized way of comparing
two solutions against each other is not yet available, each system relies on its own set of
quantitative (e.g., recall, precision, response time) and qualitative measures.
– Where will the image files be located?
The knowledge about where the image files are actually stored (in a local hard drive or
spread over the Internet) makes a big difference in the design of the system. Among the
many issues that need to be taken into account when the images are not stored locally,
we can mention:
(a) the need to store locally either a thumbnail version or a mirrored copy of each image
in the remote database;
(b) the possibility that the actual image files might be (temporarily or permanently)
unavailable;
(c) possible performance degradation caused by network congestion;
(d) different strategies to update the indexes according to changes in the image repository.
– How can the user provide relevance feedback and what should the system do with it?
In CBVIR systems that support relevance feedback, these are very important issues. The
first impacts the design of the user interface and the options available to users to express
their opinion about the image used as an example (if the system follows a QBE paradigm),
the features used to measure similarity, and the partial results obtained so far. While some
systems will require minimal action by the user (telling if the results so far are good, bad,
or neither), others will ask the user to specify numerical values that convey a measure of
goodness of those results.
The second issue relates to the complex calculations that take into account the user’s
relevance feedback information and translate it into an adjustment on the query, the
importance of each feature, the probability of each image being the target image, or a
combination of those.
– Which supporting tools could be advantageously added to the system?
CBVIR systems can be enhanced with a set of supporting tools, such as those suggested
in [25]. One example of such tool is a collection of basic image processing functions
that would allow users of a QBE-based system to do some simple editing (e.g., cropping,
color manipulation, blurring or sharpening, darkening or lightening) on the sample image
before submitting their query.
3.

Related work

Numerous CBVIR systems, both commercial and research, have been developed in recent
years. This section reviews some of the CBVIR systems whose design principles have a
closer connection with our work in the area and the development of MUSE.
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QBIC (Query By Image Content) [3, 21, 39] was developed by IBM Almaden Research
Center and became the first commercial CBVIR system. Its framework and techniques
have influenced many later systems. QBIC supports queries based on example images,
user-constructed sketches, and selected colors and texture patterns (known as “query-bypainting”). The color features used in QBIC are the average (R,G,B), (Y,I,Q), (L,a,b), and
MTM (Mathematical Transform to Munsell) coordinates and a k-bin (where k is usually
64 or 256) color histogram. It uses modified versions of the coarseness, contrast, and
directionality texture features proposed by Tamura et al. for texture representation. QBIC
employs measurements of shape area, circularity, eccentricity, major axis orientation, and a
set of algebraic moment invariants as shape descriptors. Its indexing module uses KarhunenLoeve Transform (KLT) to perform dimension reduction followed by an R ∗ -tree as the
multidimensional indexing structure. In its most recent version, it allows text-based keyword
search to be combined with content-based similarity search. QBIC does not use any type
of relevance feedback.
Photobook [42] is a set of interactive tools for browsing and searching images developed
at MIT Media Lab. Photobook consists of three sub-books, from which shape, texture, and
face features are extracted respectively. Users can query the system by selecting one (or
several) of the currently displayed images and asking Photobook to sort the entire set of
images according to their similarity to the selected image (or set of images). FourEyes [38]
is an improved version of Photobook that includes user relevance feedback. Given a set of
positive and negative examples, it decides upon which models or combinations of models
to use and learns which combinations work best for solving particular types of problems. It
uses hierarchical clustering to build groupings based on features extracted from the input
(raw) data. These groupings are then weighted, compounded, and presented to the user
who extracts positive and negative examples from them. The information on good and bad
examples provided by the user is used as input to the set covering (SC) learning algorithm.
Thanks to its continuous learning strategy, when presented with a new problem similar to
one it has solved before, FourEyes can solve it more quickly than it could the first time.
Netra [34, 35] is a prototype CBVIR system developed at UCSB that uses color, shape,
texture, and spatial location information in segmented image regions to search and retrieve similar images from the database. One of its most distinguishable features is the
incorporation of a robust automated image segmentation algorithm that allows object- or
region-based search. Before an image is added to the database, it is segmented into homogeneous regions and each of the regions has their features (color, texture, shape, and location)
extracted. It uses a compact color feature representation (with typically 5–15 different
colors) for segmented regions, a texture feature representation based on Gabor wavelet
decomposition, and Fourier descriptors for shape representation. It does not include any
type of relevance feedback. A new version of Netra, Netra 2, has recently been developed.
It emphasizes the group’s latest work on color image segmentation and local color feature
[19].
MARS (Multimedia Analysis and Retrieval System) [41, 46–50] was originally developed at University of Illinois at Urbana-Champaign. The main focus of MARS is not on
finding a single “best” feature representation, but rather on how to organize the various
visual features into a meaningful retrieval architecture, which can dynamically adapt to
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different applications and different users. MARS formally proposes a relevance feedback
architecture in Image Retrieval and integrates such technique at various levels during retrieval, including query vector refinement, automatic matching tool selection, and automatic
feature adaptation.
PicToSeek [22] is an image search engine developed at University of Amsterdam.
PicToSeek uses autonomous Web crawlers to collect images on the Web. Then, the collected images are automatically catalogued and classified into predefined classes and their
relevant features are extracted. The users can query PicToSeek using image features, an example image, or simply browsing the precomputed image catalog. One of its main research
goals has been the combination of color and shape invariant features for image retrieval
[23]. It allows its users to choose the desired class of invariance, such as rotation, scale,
illumination, viewpoint, or occlusion invariance. It also employs relevance feedback: users
can interactively formulate new queries either using (sub)images as examples or by offering
a pattern of feature values and weights.
VisualSEEk [52] is part of a family of CBVIR systems developed at Columbia University.
It supports queries based on both visual features and their spatial relationships. The user
sketches regions, positions them on a query grid, and assigns them properties of color, size,
and absolute location. The combination of each region location and its properties is used to
compare against all the images in the database and the best candidates are presented back
to the user. VisualSEEk does not use relevance feedback.
PicHunter [12–16] is a CBVIR system developed at NEC Research Institute, New Jersey.
PicHunter made four main contributions to research on CBVIR:
1. The use of a Bayesian framework for relevance feedback: PicHunter uses Bayes’s rule to
predict what is the target image based on the user’s actions. This is done via a probability
distribution over possible image targets, rather than by refining a query.
2. An entropy-minimizing display algorithm that attempts to maximize the information
obtained from a user at each iteration of the search.
3. The use of hidden annotation, allowing the system to internally use a fairly small set of
(138) keywords that help the search process but are not known to the end user.
4. The introduction of two experimental paradigms to quantitatively evaluate the performance of the system, backed up by psychophysical experiments.
Many design decisions in the early days of MUSE were influenced by PicHunter and the
framework it laid out for the development of CBVIR systems.

4.
4.1.

The MUSE project
Background

For the past two years the authors have been working on MUSE (MUltimedia SEarch
and Retrieval Using Relevance Feedback), a CBVIR system with relevance feedback and
learning capabilities. The ultimate goal of this project is to build an intelligent system for
searching and retrieving visual information in large repositories.
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The MUSE Project was prompted by many open research questions in the field of CBVIR
systems, particularly the use of relevance feedback to increase the system’s success rates.
Several research groups have been investigating the possibilities of user relevance feedback
in the past few years [4, 10, 12, 20, 23, 37, 38, 46, 56]. The way the user interacts with
each system as well as the way user’s information is processed and used to improve the
system’s performance vary considerably from system to system, but the overall goal is
similar: include the human in the loop and learn from interactions with the user.
4.2.

Overview of the system

MUSE supports several browsing, searching, and retrieval modes (described in more detail
later in this paper). From a research perspective, the most important operating modes are
the ones that employ relevance feedback (with or without clustering).
Figure 1 shows the main components of MUSE in “Relevance Feedback with Clustering”
(RFC) mode. Part of the system’s operations happen off-line while some actions are executed
online. The off-line stage includes feature extraction, representation, and organization for
each image in the archive. The online interactions are commanded by the user through
the GUI. The relevant (good or bad) images selected by the user have their characteristics
compared against the other images in the database. The result of the similarity comparison is
the update and ranking of each image’s probability of being the target image. Based on them,
the system stores learning information and decides on which candidate images to display
next. After a few iterations, the target image should be among those displayed on screen.
4.3.

The user’s perspective

MUSE’s interface is simple, clear, and intuitive. It contains a menu, two toolbars and a
working area divided in two parts: the left-hand side contains a selected image (optional)
and the right-hand side works as a browser, whose details depend on the operation mode.
The latest prototype of MUSE supports six operation modes:
1.
2.
3.
4.
5.
6.

free browsing,
random (“slot machine”) browsing,
query-by-example (QBE),
relevance feedback (RF),
relevance feedback with clustering (RFC), and
cluster browsing.

In the free browsing mode (figure 2), the browser shows thumbnail versions of the images in the currently selected directory. The random browsing mode (figure 3) shuffles
the directory contents before showing the reduced-size version of its images, working as
a baseline against which the fourth and fifth modes (RF and RFC) can be compared. The
query-by-example mode (figure 4) has been implemented to serve as a testbed for the feature extraction and similarity measurement stages. Using an image (left) as an example,
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Main components of the MUSE system.

the best matches (along with their normalized scores) are shown in the browser area.
Finally, the cluster browsing mode (figure 5) provides a convenient way to visually inspect the results of the clustering algorithm, i.e., which images have been assigned to which
clusters.
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MUSE: free browsing mode.

The RF and RFC modes look alike from the user’s point of view, despite using different
features and algorithms. Both modes start from a subset of images and refine their understanding of which image is the target based on the user input (specifying each image as good,
bad, or neither). Let us assume a session in which the user is searching for an image of the
Canadian flag, using the relevance feedback mode. The user would initially see a subset of
nine1 images on the browser side (figure 6). Based on how similar or dissimilar each image is
when compared to the desired target image, the user can select zero or more of the currently
displayed images as good or bad examples before pressing the Go button. The Select button
associated with each image changes its color to green with a left-click (when the image
has been chosen as a good example) or red with a right-click (when the image has been
chosen as a bad example). Selecting relevant images and pressing the Go button are the only
required user actions. Upon detecting that the Go button has been pressed, MUSE first verifies if one or more images have been selected. If so, it recalculates the probabilities of each
image being the target image and displays a new subset of images that should be closer to
the target than the ones displayed so far. If the user has not selected any image, the system
displays a new subset of images selected at random. After a few additional iterations—
only one in this case (figure 7)—the system eventually converges to the target image
(figure 8).
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MUSE: random (“slot machine”) browsing mode.

First model

The first stage of development of MUSE consisted of building a prototype that used a simple
set of color-based features and a probabilistic model of information retrieval based on image
similarity.
Color information was extracted by first converting the RGB representation of each image
into its HSV equivalent—which is more suitable to partitioning according to the semantic
meaning of each color—and their mapping to regions in the HSV space. Then, the HSV
space was partitioned into 11 segments, whose values of H, S, and V are shown in Table 1.
Each of these segments corresponds to a color and is assigned a weight for the similarity
measurement phase. The assignment of a semantic meaning (a well-known color) to each
segment was based on the literature on color theory. The mapping between each color
and the corresponding interval values of H, S, and V was refined by experiments with
synthetic test images created by the authors. The weights assigned to each color have been
adapted from [15]. The normalized amounts of pink, brown, etc. in each image constitute
that image’s feature vector.
The probabilistic model is a variant of the one proposed by Cox et al. [12], which takes
into account both good and bad examples.
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Figure 4. MUSE: query-by-example mode, using a combination of color and shape. Eight out of nine best results
have similar semantic meaning.

In this model:
• It is the target image
• D is the subset of (four or nine, configurable by the user) images currently being
displayed
• F is a set of real-valued functions corresponding to the computed features of the images
• W f is the weight of a particular feature, f
During each iteration the system calculates the “similarity score” V (Di , It , D) between
a displayed image Di (regardless of it having been selected or not) and all the remaining
images in the database using Eqs. (1) and (2).

 1 if d(It , Di ) < d(It , D j )

.5 if d(It , Di ) = d(It , D j )
V (Di , It , D) =
Wf

f ∈F
j∈D 
0 if d(It , Di ) > d(It , D j )


(1)
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Figure 5. MUSE: cluster browsing mode. The first five images—with clear predominance of red—belong to a
cluster, while the last four—with lots of yellow—belong to another cluster.

where d(It , Di ) is a distance measure, in our case:
d(It , Di ) = | f (It ) − f (Di )|

(2)

The values of V(Di , It , D) are normalized to a value P in the [0, 1] range using the
sigmoid function given by Eq. (3):
P=

1
1+

e(M−V (Di ,It ,D))
σ

(3)

where M and σ were empirically determined as a function of the feature vector and the
directory size.
Finally, the estimated probability that a particular image is the target, S, is computed as
a function of the value of P and the information provided by the user of whether the image
was good, bad, or irrelevant, using Eq. (4).


S=
P × (1 − P)
(4)
good

bad
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Figure 6. MUSE: relevance feedback mode: initial screen. (The image display area has been collapsed in this
sequence of figures for better visualization.) The first, fourth, fifth, and eighth images were labeled as bad, while
the seventh was labeled as good.

The values of S for all images in the database are then normalized so that they add up
to 1. Images are then ranked according to their current probability of being the target and
the best nine candidates are displayed back to the user.
4.5.

Experiments and results

The preliminary version of MUSE was evaluated under the “target testing” paradigm [15],
in which the CBVIR system’s effectiveness is measured as the average number of images
that a user must examine in searching for a given target. For each experiment, the number
of iterations required to locate the target is compared against the baseline case (a purely
random search for the target) for the same conditions.
Table 2 summarizes the results for two different target images (Canada, figure 9(a), and
Sunset05, figure 9(b)) against the same database of 1100 images, most of which belonged to
11 completely disparate semantic categories with approximately 100 images per category.
For each set of 20 trials, it shows the best, worst, and average results (expressed in terms of
number of iterations, where each iteration shows nine new images to the user) and compares
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Figure 7. MUSE: relevance feedback mode: second iteration. The seventh and eighth images were labeled as
good, while all the others were labeled as bad.

the average number of iterations against the number of iterations required, in average, to
find the same image in a purely random mode.2
Our fundamental figure of merit is effectiveness (ε), defined as:
ε=

Nr
Nf

(5)

where: Nr is the average number of iterations required to find the target in random mode
and N f is the average number of iterations required to find the target in relevance feedback
mode. Larger values of ε mean better performance.
These results reveal a dependency on the target image, which can significantly impact
effectiveness. Nevertheless, the system outperformed a purely random search by a factor of
3.362 (in average), and in none of the trials the total number of iterations was greater than
the baseline case, which is encouraging.
Since MUSE allows users to express their understanding of good and bad examples, and
considering the fact that different users will behave differently when requested to indicate
their preferences, we decided to run another set of tests to simulate different users with
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MUSE: relevance feedback mode: target image (middle row—right column) found on third iteration.

different attitudes towards the system:
•
•
•
•

cautious (a user who selects very few good and bad examples),
moderate (a user who picks few examples of each),
aggressive (a user who chooses as many good and bad examples as appropriate), and
semantic (a user who would consider an image to be a good example if it had similar
semantic meaning and color composition, would do nothing for an image whose only
similarities are color-related or semantic, and would tag as bad any image that has nothing
in common with the target).

Using the same target image (Canada), a smaller database (100 images), fewer images per
iteration (four),3 and fewer trials (10), we simulated each profile and obtained the results
shown in Table 3. They suggest that the system performs best for the aggressive case,
which can be interpreted as “the more information a user provides per iteration, the faster
the system will converge”, which is intuitively fine. The performance for the semantic case
ranks as second best, which is also encouraging.
In order to inspect how MUSE converges towards the desired target, we implemented
a debugging option that allows us to check the current ranking of the target image at the
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Table 1.

Color-based feature set.
H (◦ )

Color

V (%)

Weight

Pink

−40 . . . +30

5 . . . 40

10 . . . 100

0.0847

Brown

−50 . . . +80

2 . . . 70

2 . . . 40

0.0524

Yellow

20 . . . 80

10 . . . 100

8 . . . 100

0.0524

15 . . . 50

10 . . . 100

2 . . . 100

0.1532

−40 . . . +30

40 . . . 100

10 . . . 100

0.1129

Green

70 . . . 170

10 . . . 100

3 . . . 100

0.0363

Blue

170 . . . 260

2 . . . 100

3 . . . 100

0.1089

Purple (magenta)

3 . . . 100

0.2016

0...3

0.1169

Orange
Red

Table 2.

S (%)

260 . . . 340

10 . . . 100

Black

0 . . . 360

0 . . . 100

Gray

0 . . . 360

0 . . . 15

3 . . . 90

0.0605

White

0 . . . 360

0 . . . 15

80 . . . 100

0.0202

Target testing results using partitioning of HSV space.

Best result

Worst result

Average number
of iterations

Effectiveness

Canada

2

28

12.35

4.948

Sunset05

5

46

24.00

2.546

Target image

end of each iteration. Figure 10 shows the results of two different trials within the same
context (color histogram as a feature vector, 1,100 image database, the Canadian flag as a
target image, and nine images per iteration, seven iterations to reach the target). Case A
shows the desired behavior: the ranking of the target image improves monotonically after
each user’s action. Case B shows an example of oscillatory behavior towards the target.
Table 4 shows the results, expressed in percentage form, for 80 independent trials, using
different target images and feature vectors. It shows that using partitioning of the HSV
as a color-based feature vector, most of the iterations showed oscillatory behavior, while
adopting a better color descriptor (color histogram) caused more than half of the trials to
converge monotonically towards the target. Many other factors might affect the behavior
of the system as it converges toward the target, some of which will be investigated in more
detail in the feature.
4.6.

The second model

Despite the good numerical results obtained with the first model, we believed that it could
be improved in a number of ways:
1. Increase the number and diversity of features. The first model relied only on color
information and encoded this knowledge in a fairly compact 12-element feature vector.
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Figure 9.
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Sample target images. (a) Canada; (b) Sunset05.

We decided to investigate and test alternative algorithms for extraction of color, texture,
shape, and color layout information.
2. Use clustering techniques to group together semantically similar images. We decided to
investigate and test clustering algorithms and their suitability to the content-based image
retrieval problem.
3. Redesign the learning algorithm to work with clusters. As a consequence of the anticipated use of clustering algorithms, we developed an alternative learning algorithm that
updates the scores of each cluster, rather than individual images, at each iteration.
4. Improve the display update strategy. The first model used a simple, greedy approach
to displaying the next best candidates, selecting the images with largest probabilities,
which sometimes leaves the user with limited options. We proposed and developed a
better alternative, described in detail in Section 4.6.4.
All these improvements should not overrule the basic assumptions about the way the user
interacts with the system. In other words, however tempting it might be, we decided not to
increase the amount of burden on the users’ side for the sake of helping the system better
understand their preferences.

Table 3.

Target testing results for different user profiles.

Target image

Profile

Best result

Worst result

Average number
of iterations

Effectiveness

2

9

4.9

2.551

Canada

Cautious

Canada

Moderate

2

7

4.2

2.976

Canada

Aggressive

1

6

3.4

3.676

Canada

Semantic

3

6

3.9

3.205
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Different ways to converge to the target.

4.6.1. More and better features. The first model relied on a color-based 12-element feature
vector. It did not contain any information on texture, shape, or color-spatial relationships
within the images. Moreover, the partition of the HSV space into regions that map semantically meaningful colors, although based on the literature on color perception and refined by
testing, was nevertheless arbitrary and rigid: a pixel with H = 30◦ , S = 10%, and V = 50%,
would be labeled as “pink”, while another slightly different pixel, with H = 31◦ , S = 10%,
and V = 50%, would be labeled as “brown” and fall into a different bin.
We studied and implemented the following improvements to the feature vector:
– Color histogram [54] (with and without the simple color normalization algorithm described in [55]. The implementation was tested under QBE mode and the quality of the
results convinced us to replace the original color-based 12-element feature vector by a
64-bin RGB color histogram. We ran a new set of tests on the system in RF mode using
the new feature vector, whose results are summarized in Table 5. Overall, they were
significantly better than the ones reported in Table 2.
– Color correlogram. The main limitation of the color histogram approach is its inability to
distinguish images whose color distribution is identical, but whose pixels are organized
Table 4.

Convergence tests.
Target image
Canada
Sunset05

Feature vector

Case A %

Case B %

HSV

25

75

HSV

15

85

Canada

Color histogram

50

50

Sunset05

Color histogram

60

40

40
Table 5.
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Target testing results using color histogram.

Best result

Worst result

Average number
of iterations

Effectiveness

Canada

1

18

7.70

7.937

Sunset05

1

16

6.70

9.121

Target image

according to a different layout. The color correlogram, a feature originally proposed
by Huang [28], overcomes this limitation by encoding color-spatial information into a
(collection of) co-occurrence matrices. We implemented a 64-bin color autocorrelogram
for 4 different distance values (which results in a 256-element feature vector) as an
alternative to color histograms.
– Texture features. We built a 20-element feature vector using the variance of the gray
level co-occurrence matrix for five distances (d) and four different orientations (θ ) as a
measure of the texture properties of an image, as suggested in [1]. For each combination
of d and θ , the variance v(d, θ) is given by:
v(d, θ) =

N −1 
N −1

(i − j)2 P(i, j; d, θ )

(6)

i=0 j=0

where: N is the number of gray levels, and P(i, j; d, θ) is the probability that two
neighboring pixels (one with gray level i and the other with gray level j) separated by
distance d at orientation θ occur in the image.
– Edge-based shape features. To convey the information about shape without resorting to segmenting the image into meaningful objects and background, we adopted
a very simple set of descriptors: a normalized count of the number of edge pixels
obtained by applying the Sobel edge-detection operators in eight different directions
(0◦ , 45◦ , 90◦ , 135◦ , 180◦ , 225◦ , 270◦ , and 315◦ ) and thresholding the results.
At the moment of this writing, we are testing the system using all meaningful combinations of color histogram, color correlogram, texture features, and/or edge-based shape
descriptors. The results of these experiments will be reported in a later publication.
4.6.2. Clustering. Clustering is the process of grouping the data into classes or clusters
so that objects within a cluster have high similarity in comparison to one another, but are
very dissimilar to objects in other clusters [26]. Clustering is a widely used approach for
unsupervised learning in Pattern Recognition, Data Mining, and related areas.
The motivation for using clustering in CBVIR systems stems from two different reasons:
– From a visual perception point of view, it is expected that clustering the feature vectors
obtained as the result of a particular feature extraction module would group together
images that look alike according to that feature.
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– From a computational standpoint, dealing with clusters instead of individual images
while performing the required calculations in each iteration, should reduce the time
spent on those calculations by at least one order of magnitude.
One of the biggest challenges in using clustering to group visually similar images is to
find a feature vector–clustering algorithm combination that provides visually meaningful
results. This problem has been addressed by [2, 24, 30], among others. It becomes even
bigger when one tries to accommodate heterogeneous features (such as color, texture, and
shape) together. This problem has been discussed in [51], where a solution—called semantic
clustering—is proposed.
We propose a clustering strategy in which a well-known clustering algorithm, PAM (Partitioning Around Medoids) [29]—or its variant for large databases, CLARA (Clustering
LARge Applications) [29]—is applied to each feature vector separately. The clustering
structure obtained for each individual feature is used as an input by a learning algorithm
that updates the probabilities of each feature (which gives a measure of its relevance for
that particular session) and the probability of each cluster, based on the user information on which images are good or bad. The main algorithm’s pseudocode is shown in
figure 11. The pseudocode for the DisplayFirstSetOfImages( ) function is presented in
figure 12. The pseudocode for the UpdateProbabilities( ) function is shown in figure 13.
Finally,4 the pseudocode for UpdatePf( ), called by UpdateProbabilities( ) is presented
in figure 14.
From a visual perception point of view, our algorithm infers relevance information about
each feature without requiring the user to explicitly do so. In other words, it starts by
assigning each feature a normalized relevance score. During each iteration, based on the
clusters where the good and bad examples come from, the importance of each feature is
dynamically updated.
In terms of computational cost, it no longer updates the probability of each image being a target, but it updates the probability of each cluster containing the desired target,
instead. This reduces the cost of updating probabilities at each iteration from O(n 2 N s) to
O(nc f ), where: n is the number of images displayed at each iteration, N is the size of
the database, s is the size of the feature vector, c is the total number of clusters, and f is
the number of features being considered. Since c N , and f
s, the increase in speed is
evident.
The choice of the values of K 1 , K 2 , and K 3 is based on the silhouette coefficient [29],
a figure of merit that measures the amount of clustering structure found by the clustering
algorithm.
We are currently studying in more detail the dependency between the retrieval results
and the quality of the clustering structures produced by the PAM algorithm. Based on
these studies, a different clustering algorithm and/or a fine-tuning of the probability update
strategy will be considered.
4.6.3. Learning. The current implementation of MUSE uses a Bayesian learning method
in which each observed image labeled as good or bad incrementally decreases or increases
the probability that a hypothesis is correct. The main difference between the previous and
the current learning algorithms is that in the former we used to update the probability of
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Figure 11.

Pseudocode for the second model, using relevance feedback with clustering.

Figure 12.

Pseudocode for the DisplayFirstSetOfImages( ) function.
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Pseudocode for the UpdateProbabilities( ) function.

each image being the target at each iteration, while in the latter we update the probability
of each cluster to which an image belongs. By doing so, we reduce the computational cost
of the probability update routines without sacrificing the quality of the results, which will be
dependent upon the quality of the clustering structure produced by the clustering algorithm.
An additional advantage is that the approach naturally extends to the similarity testing (as
opposed to target testing) paradigm, in which the user would stop whenever an image close
to what he had in mind is found. Since similar images should belong to the same cluster,
the algorithm naturally produces meaningful results under the new paradigm, too.
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Figure 14.

Pseudocode for the UpdatePf( ) function.

Here is a formal description of our learning algorithm. In this algorithm:
– P(I j = T ) is the probability that a particular image, I j is the desired target, where j can
vary between 1 and N, where N is the size of the database. For simplicity, we will use
the short-hand notation P(T ) instead.
– P(T | Cf i ) is the probability that the target image belongs to cluster i assuming that the
images were clustered according to feature f , f ∈ F, where F is the feature set.
– P(Cf i | f ) is the probability of a particular cluster Cf i given a feature f , f ∈ F.
– P( f ) is the probability that feature f is relevant for that particular session.
According to the law of total probability:
P(T ) =

K 1 +K
2 +K 3




i=0

f ∈F

P(T | Cf i )P(Cf i | f )P( f )

(7)

Since an image can only belong to one cluster under a certain feature, P(T | Cf i ) = 0
for all values of i except one, c, where c is the cluster to which it belongs. This allows us
to rewrite Eq. (7) as:

P(T ) =
P(T | Cfc )P(Cfc | f )P( f )
(8)
f ∈F
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The formulation above allows us to update the probability of each image being a target
based on the updated probabilities of the cluster to which it belongs and the relevance of each
feature. In our implementation of the algorithm (see pseudocode in figure 13) we chose not
to update the individual probabilities of each image, but instead to stop at the cluster level.
By doing so, we reduce the computational cost and allow a better display update strategy
to be used without sacrificing the quality of the results or the effectiveness of the approach.
4.6.4. Display update strategy. The original display update algorithm displays the best
results so far based on a ranked list of images, sorted by the probability of being the target.
It is a straightforward approach, but it has its disadvantages. It is inherently greedy, which
may leave the user in a very uncomfortable position.
Suppose, for example, that the user is searching for the Canadian flag in a database that
has only one instance of the desired flag and tens of images of a baby in red clothes. Assume
that the first random subset of images contains one of such baby images. In an attempt to
help the system converge to the Canadian flag, the user labels the baby picture as good
(based on the amount of red it contains). The display update algorithm will possibly show
many other images of the baby in red clothes during the next iteration, which leaves the user
with restricted options: if the user labels those images as good as she did before, the system
will bring more and more of those; if she labels them as bad, the system might assume that
the red component is not as important, which would likely move the Canadian flag image
down the list of best candidates.
To overcome this limitation, we designed an improved display update strategy, that benefits from clustering and displays the next set of images according to the algorithm presented
in figure 15.
4.7.

Current status of the project

We have a working prototype that implements all the enhancements described in Section 4.6
and is currently under extensive testing.

Figure 15.

Pseudocode for the DisplayNextBestImages( ) function.
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Ongoing work includes the investigation of better clustering algorithms, implementation
of better feature extraction algorithms, and optimization of performance for larger databases.

4.8.

Future work

Future improvements on MUSE include, among others:
– A plug-in module that allows basic image processing operations (such as sharpening,
blurring, cropping, and basic color manipulation) to be applied to the selected images
before searching for the most similar image (in QBE mode).
– Investigation and implementation of algorithms to enable image subregion querying,
allowing users to query MUSE using a portion of an image (e.g., an object) and retrieving
all the images that contain that object.
– Redesign of MUSE’s architecture, aiming at extending it to a Web-based prototype
capable of working with distributed image repositories.

5.

Conclusion

This paper described the ongoing design and implementation of a complete, fully functional,
image search and retrieval system with relevance feedback and learning capabilities, called
MUSE.
MUSE allows searching for images in large databases in a simple, efficient, friendly, and
effective way. It supports a variety of browsing and searching modes, including a queryby-example mode, in which users can configure the system to use a particular combination
of feature(s) and distance measurements.
From a research perspective, the most important operating modes are the ones that employ
relevance feedback, for which we have developed two completely distinct models. In the first
model, we use a simple color-based feature vector and a probabilistic model adapted from
Cox et al. [12] to take into account good or bad examples as labeled by the user. The second
model keeps the same basic assumptions and user interface from the first, and proposes
a novel combination of color-, shape-, and texture-based feature vectors, clustering, and
probabilistic learning algorithms. Both models outperform a purely random search for the
same target image.
MUSE is a work in progress, whose results will be used in future projects within the
Department of Computer Science and Engineering at Florida Atlantic University.
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Notes
1. The number of images displayed on the browser area can be configured by the user. Current options are four,
nine, or 25.
2. For a random search with nine images per iteration and a database of 1100 images, the average number of
iterations required to find the target in random mode would be approximately 61.
3. In this case, the baseline value to be compared against is 12.5 iterations.
4. The pseudocode for the DisplayNextBestImages( ) function will be presented in Section 4.6.4.
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